
STOCHASTIC BOOSTING FOR LARGE-SCALE IMAGE CLASSIFICATION

Junbiao Pang†, Qingming Huang‡, Baocai Yin†, Lei Qin‡, Dan Wang†

†College of Computer Science and Technology, Beijing University of Technology, 100124, China
‡Key Lab. of Intell. Info. Process., Inst. of Comput. Tech., Chinese Academy of Sciences, 100190, China

{junbiao pang,ybc,wangdan}@bjut.edu.cn {qmhuang,lqin}@jdl.ac.cn

ABSTRACT

Boosting has been extensively used in image processing.

Many work focuses on the design or the usage of boosting,

but training boosting on large-scale datasets tends to be ig-

nored. To handle the large-scale problem, we present stochas-

tic boosting (StocBoost) that relies on stochastic gradient de-

scent (SGD) which uses one sample at each iteration. To un-

derstand the efficacy of StocBoost, the convergence of train-

ing algorithm is theoretically analyzed. Experimental results

show that StocBoost is faster than the batch ones, and is also

comparable with the state-of-the-arts.

Index Terms— Stochastic gradient descent, Classifica-

tion, Boosting, Large scale problem

1. INTRODUCTION

It is necessary to say how fast training a model on large-

scale datasets is critical for image classification, due to the

high-dimension descriptors or a large amount of samples.

For instance, newly released ImageNet dataset consists of

11,231,732 labeled images of 15,589 classes by October

2010; some state-of-the-art descriptors, e.g., spatial pyramid

matching feature, could have 250,000 dimensions. Scaling up

classifiers to large-scale version, thus, is definitely non-trivial.

As one of important classification methods, boosting [1] [2],

a method to combine the weak learners into a more accurate

one, is widely used in image processing, e.g., face detection.

To minimize a predefined loss, training boosting consists of

two alternative steps:

• A weak learner is built to minimize the 1-order Taylor

expansion of the predefined loss [3];

• The coefficient of the weak learner is then calculated to

decrease the loss again.

However, training boosting in a batch approach (by putting

all examples into the memory) is computational-cost. The

reason is various: large-scale datasets, complexity of weak

learners, special loss functions, etc. Moreover, for dynamic

data stream scenarios, the batch approach is also not reason-

able. Although the body of literature about applying boost-

ing in image processing is huge, most of existing approaches

barely be readily applied for the large-scale problem, because

of the limitations [4] of batch training.

To handle the large-scale problem, a naı̈ve yet efficient

approach is to sample subsets of a dataset. Three key ques-

tions are consequently raised: 1) how to efficiently sample

a subset of data? 2) how to calculate the coefficients of the

weak learners with the sampled data? and 3) does training

procedure converge to a local minima via 1) and/or 2)?

The first question has been addressed by the boost-by-

filtering framework [2] [5]. For instance, using the adaptive

sampling, MadaBoost [5] is comparable with AdaBoost [1],

but requires that the errors of the weak learners should mono-

tonically increase. Although most of work focuses on effi-

ciently building the weak learners, but overlooks the other

side of boosting – the coefficients of the weak learners. E.g.,

FilterBoost [6] inherits the non-monotonic adaptive sampling

(NAS) in MadaBoost [5]. NAS however tends to sample a

large number of examples, due to ignoring the variance of da-

ta [7].

In this paper, we propose stochastic boosting (StocBoost)

for large-scale datasets. Instead of using the adaptive sam-

pling, StocBoost introduces stochastic gradient descent (S-

GD) to compute the coefficients of the weak learners. More-

over, the convergence of StocBoost is proved to answer the

questions 2) and 3). There are two main contributions in

this paper: 1) to our best knowledge, SGD is firstly used to

compute the coefficients in boosting, as SGD converges faster

than NAS; and 2) the convergence of StocBoost helps us un-

derstand why StocBoost is more efficient that the others.

2. RELATED WORK

Sampling strategy is historically used to accelerate the build-

ing of the weak learners, where the number of sampled ex-

amples controls the trade-off between the accuracy of and the

computational-cost of the weak learners [8] [9]. For instance,

the bias and the variance tradeoff is introduced to understand

the quasi-random weights sampling [8]. One uses rejection

sampling with the theoretical guarantee to obtain enough da-

ta [6]. Furthermore, [10] tries to reduce the number of the

weak learners by jointly considering the feature and the weak



learners.

Although the above techniques focus on the sampling

methods for the weak learners, they unanimously ignore the

coefficients of the weak learners – another important aspect

of boosting. Empirical results have observed that the co-

efficients are critical to resist the overfitting problem [2].

Because boosting is a typical greedy algorithm, the partial

solution of the additive models deeply change the subse-

quent results. Rather than from the viewpoint of statistic-

s [9] [6] [10], this paper handles with the coefficients by the

numerical optimization method.

3. STOCHASTIC BOOSTING

In this paper, AdaBoost [2] is considered as a representative

batch training algorithm, and we will reveal the deficiency

of AdaBoost for the large-scale problem. We denote the do-

main of all possible examples be X with the binary labels

Y = {−1,+1}. We also assume there is an unknown tar-

get distribution D over the labeled example (x, y) ∈ X × Y ,

where the training and the test examples are independent and

identical distribution (i.i.d) drawn.

In AdaBoost, weak learners ht(x) : X → {−1,+1} are

sequentially combined into the additive model H(x)

H(x) =

T
∑

t=1

αtht(x), and F (x) = sign (H(x)) , (1)

where T is the number of the weak learners, αt(αt > 0) is the

coefficient of the weak learner ht(x), and F (x) is the classi-

fication function. In fact, the model H(x) is the one that min-

imizes the exponential loss 1 L(H) ∝ 1
N

∑N
i=1 e

−yiH(xi) =

E
[

e−yH(x)
]

, where E[·] is the notation of expectation.

As suggested in [11], a practicable solution for AdaBoost

uses the weight wt = e−yHt−1(x) to record the training histo-

ry of data. Obviously, the bottleneck of training AdaBoost is

building H(x), where the cost depends on the choice of the

weak learners. Let C be the cost of building a weak learners

and T be the number of the weak learners, the complexity of

building all weak learners in H(x) is O(CT ) [11]; while up-

dating the weight wt incurs the complexity O(N). Thus, the

computation complexity of AdaBoost is O (CT +NT ).
If we face a large-scale problem, the weak learners have

to use all data, and thus the cost C would be very large. This

problem may be remedied by uniform sampling, but [12] only

shows its performance in bagging. So how to overcome above

two problem by sampling strategy?

3.1. StocBoost

In StocBoost, data is drawn from X via rejection sam-

pling [13], and then the coefficient of ht(x) is calculated

1Hereafter, we ignore the (x) in H(x) for clear presentation.

by SGD. We take the logistic loss as an example,

L(H) = log
(

1 + e−yH
)

. (2)

Given an Oracle(·)(i.e., a random number generator) to sam-

ple data, the target error ε of H (ε ∈ (0, 1)), and the con-

fidence δ, (δ ∈ (0, 1)) bounding the probability of failure,

StocBoost iteratively updates H(x), until F (x) has the error

≤ ε. At each iteration t, StocBoost specifically cycles two

steps:

1. Build ht: The function Learner(·) can be any off-the-

shelf classifiers, which use data adaptively sampled by

the function Example(·) [6].

2. Calculate αt: The functionCoeff(·) estimates the co-

efficient αt via SGD. The gradient of (2) with respect

to αt is

∂L(αt)

∂αt
=
−yht · e−y(Ht−1+αtht)

1 + e−y(Ht−1+αtht)
. (3)

When the m-th example (x, y) is sampled, αt is iter-

atively updated as, αm+1 ← αm − 1
m

∂L(αm)
∂αm

, where

the learning speed, 1
m , has been shown to work well in

practice.

After adopting the sampling strategy for training boost-

ing, the computational cost to build a weak learner can be

reduce to SC, where S is a positive number less than one

(0<S<1). In fact, most of the weak learners, such as C4.5,

have a quadratic computational cost with respect to the num-

ber of training data. Thus, the scalar S approximately be rep-

resented as (MN )2, where M is the number of the sampled

data, and M is far smaller than N , i.e., M ≪ N . On the oth-

er hand, the number of data used in SGD L is also lower than

the total number of the dataset N , i.e., L ≪ N . Therefore,

the computational cost of StocBoost is O
(

(MN )2CT + LT
)

.

Discussions: The seemingly most similar work to ours

may be NAS [6][5]. However, [5] estimates the coefficient α
via estimation-by-sampling, while our approach directly ap-

plies numeric optimization technique, i.e., SGD. The latter’s

advantage lies in that SGD can obtain the accuracy ǫ with

O(1/ǫ) examples [14], rather than O(1/ǫ2) in NAS [7]; be-

sides, without considering the statistics of datasets, e.g., mean

or variance in NAS, SGD only requires the randomized data.

These help StocBoost further scale up to multiple cores by

averaging stochastic gradient descent (ASGD) [15].

Also, we would like to mention online boosting [4], which

is quite similar to our approach at the first glance. Both of

them use a subset of datasets to minimize a loss. However,

they are different in two aspects: 1) online boosting requires

that the weak learners are online learnable; StocBoost releas-

es this constraint; 2) data is used one by one in online boost-

ing, while StocBoost requires a small uniformly sampled da-

ta.



It should also be noted that randomized boosting [16] (in-

terestingly, it is also termed as “stochastic boosting”) uses

monte carlo methods to obtain the over-fitting resistant mod-

els. It barely connects with the fast training for the large-scale

problem. The motivation of our proposal is totally different

from randomized boosting [16].

4. THE CONVERGENCE OF STOCBOOST

In this section, we interpret StocBoost as boosting, and prove

the convergence of the training algorithm. Dropping the

subscript t for clarity, StocBoost minimizes the loss as

L(H + αh) = E
[

log(1 + e−y(H+αh))
]

. Next, we show

that StocBoost iteratively decreases this loss in the functional

space [3].

First, we fix the coefficient α and choose a weak learner

h to minimize the 1-order Taylor expansion of L(H + αh) at

h = 0,

L(H + αh) ≈ E

[

log
(

1 + e−yH
)

− yαh

1 + eyH

]

. (4)

Minimizing (4) with respect to h is equivalent to maximizing

the expectation

E

[

yh · 1

1 + eyH

]

, (5)

where 1
1+eyH can be interpreted as the weight wt in boosting,

and then the rejection sampling is utilized to sample a subset

of the miss-classified data with the proposal density 1
1+eyH .

Second, StocBoost fixes the learned weak learner h, and

computes the coefficient α to minimize the loss L(H + αh)
via SGD (3). Theorem 1 shows that the lower bound of the re-

quired iteration T is independent with the number of samples

in SGD. 2 Moreover, Theorem 1 discoveries that StocBoost

can converge faster than FilterBoost, as FilterBoost [6] needs

T > 2 log(2)

ε
(

1−2
√

1/4−γ2

) iterations.

Theorem 1. Given the weighted error ǫt of the weak learner

ht over the weights wt, Let ǫ = mint |ǫt|, and let ε be the

target error and the edge γ = 1
2 − ǫ, if StocBoost runs

T >
2 log(2)

ε
(

1−
√

2ǫ(1− ǫ)
) or

2 log(2)

ε
(

1−
√

2(1/4− γ2)
)

iterations, then ǫt < ε for some t, 1 ≤ t ≤ T .

5. EXPERIMENTS

StocBoost is tested on two challenging datasets. During all

experiments, we simulate Oracle(·) by randomly permuting

data. If an example is used, we still put it back into the train-

ing datasets. We sample L log(t+ 1) examples to build weak

learners, where L = 300 as NAS does [5] [6].

2The detailed proof is not presented, due to the limited length of this

paper.

(a) Positive sample (b) Negative sample

Fig. 1. Samples of pedestrian in the DC dataset.

5.1. Binary Classification

We consider the challenging pedestrian classification prob-

lem. The daimlerchrysler (DC) pedestrian [17] provides gray

images, consisting of 3 training and 2 testing sets. The neg-

ative examples in DC are generated by “mining” hard nega-

tive data, and some randomly sampled examples are shown

in Fig. 1. To construct a larger dataset, 3 training and 1 test-

ing sets are merged as one for training; thus, 39,200 examples

are combined for training, and 9,800 ones are used for test-

ing. Histogram of Oriented Gradients (HOGs) [18] are used

as feature, and C4.5 decision tree is used as weak learner. All

the features are localized within a 18 × 36 pixels and can be

computed for arbitrary scale and aspect ratio, thus approxi-

mate 2,000 HOGs features are extracted. AdaBoost and Fil-

terBoost are used as baselines to compare with StocBoost.

In Fig. 2(a), StocBoost achieves a similar performance to

AdaBoost, but the training time of StocBoost is about 1/10
of AdaBoost. Interestingly, the training time of FilterBoost

is very similar to StocBoost, but has worse performance than

StocBoost. It may be caused by the inaccurately estimated

coefficients, as also observed in [7]. One of possible solutions

to this problem is to restrict the possible value of coefficients,

e.g., [0, 0.5], but it would bring another problem – turning

boosting into bagging.
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Fig. 2. Comparisons on DC pedestrian dataset.

To understand the robustness of SGD, the number of sam-

ples in estimating the coefficientα is increased gradually. The

experiments are repeated 10 times to produce the mean and

variance of accuracy, as illustrated in Fig. 2(b). SGD in (3)

requires that the number of samples should increase to a cer-

tain number. In practice, the number of samples in SGD can

be safely assigned with a large number, e.g., 2,000, or 3,000

by cross validation for large scale datasets, as the iteration in



Nb. of weak
learners

AdaBoost FilterBoost StocBoost

Error(%) Time (sec.) Error(%) Time (sec.) Error(%) Time (sec.)

100 57.32(0.46) ∼2,800 62.79(0.23) ∼500 58.19(0.83) ∼500

1,000 39.43(0.62) ∼28,000 41.54(0.28) ∼5,000 38.17(0.25) ∼5,000

10,000 32.55 (0.24) ∼280,000 34.39(0.22) ∼50,000 32.16(0.23) ∼50,000

Table 1. The comparisons among AdaBoost, FilterBoost and StocBoost on CIFAR-10. Mean and standard deviation of the test

error is estimated on ten randomized runs.

SGD is very fast and efficient.

5.2. Multiple Classification Problem

For the second experiment, we use the more challenging

CIFAR-10 [19] with the 80 million tiny images. It contains

50,000 training and 10,000 test images of size 32× 32 pixels,

and further be divided into 10 classes. We use the HOGs

feature and C4.5 as the weak learner. Approximate 2,500

rectangles are built. The AdaBoost and FilterBoost are also

considered as baselines. The one-against-all strategy is used

to handle the multiple classification problem. The number of

weak learner is fixed to 100, 1,000 and 10,000 to study the

performance of different weak learners.

StocBoost performs better than the baselines when 1000

or 10,000 weak learners are used. As stated in section 3, esti-

mating coefficients by NAS tends to produce overfitting mod-

els. Although FilterBoost has similar training speed with S-

tocBoost, FilterBoost achieves lower recognition rate. More-

over, StocBoost requires more weak learners than AdaBoost

to achieve good performance, due to the random operation in

training stage.

6. CONCLUSIONS

Combining the merits of adaptive sampling and stochastic

optimization, StocBoost achieves the fast training speed on

large-scale datasets; besides, the theoretical justification of S-

tocBoost discovers the advantage of using SGD to compute

the coefficients of the weak learners. The experiments of S-

tocBoost demonstrate that StocBoost performances well on

real-world classification tasks.
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